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How is OCUL Approaching AI?

Exploratory
Projects

01 In automated workflows

02 Within a “walled garden” or with an existing vendor

03 As a learning experience

Capacity Building
Program

01 To expose library workers to different aspects of AI 
in our work

02 To examine the perspectives and needs across 
member libraries



The AIML Exploratory/Pilot Projects

Government 
Documents

Audio to Text 
(Whisper)

Virtual 
Reference

ACE 
Remediation



Audio to Text (Whisper) Project



Benefits of Speech-to-Text AI

01
Accessibility
Improve accessibility 
compliance (W3C, 2026)

02
Discoverability
Makes audio visual content 
more searchable, improving 
discoverability (Mason & 
Jemison, 2025)

03
Engagement
Offers different ways of 
engaging with collections 
(Kalbande, 2025)



Project Purpose
THE CHALLENGES

Uncaptioned Collections
Member libraries hold large audio and video collections (oral histories, lectures, archival media) that are largely 
uncaptioned.

High Remediation Cost
Manual remediation takes days per item, and per-minute commercial services scale poorly in cost.

Privacy & Restrictions
Copyright, privacy, and donor restrictions often rule out sending material to a third party.

PROJECT PURPOSE

To test whether an open model, run on infrastructure we control, can work as a 
shared service, and whether the output is good enough for real accessibility work.



Hackfest

OCUL AI Hackfest, February 23, 2024
Sherman Centre for Digital Scholarship, Mills Memorial Library, McMaster University

Representatives from 13 of 21 OCUL member libraries, alongside Scholars Portal and OCUL office staff
35 participants in total

Goal: build capacity through a deliberately cross-functional mix of library staff

Format: bring your own laptop, bring your own audio files

Over 20 project ideas were submitted by participants in advanced

From the shared idea sheet:  Whisper in a webpage. A Raspberry Pi “Whisper-O-Matic.” Donor contracts and terms of 
service. Whisper with FTP and Globus.



Project Timeline

01 • Feb 23, 2024

Whisper Hackfest
02 • May 2024

Audio to Text (Whisper)
Project identified in AIML 
Taskforce Report

03 • Apr – May 2025

Project Planning
Official project plan is drafted 
and approved

04 • May – Sep 2025

Rubric & Testing
Rubric design, beta workflow 
testing, & corpus processing

05 • Oct – Dec 2025

Evaluation
Volunteer evaluation and 
feedback stage

06 • Apr 2025 – Jan 2026

Technical Pipeline
Parallel technical workflow 
execution

07 • Feb 2026

Project Closure
Project closure report is 
officially published



The Evaluation Procedure



Designing the Evaluation 

01
Use Case
Most material on evaluating 
speech-to-text tools comes 
from medical transcription.

02
Format
A rubric was established as the 
best evaluation format for this 
project.

03
Future Use
The evaluation was created 
with future use in mind.



Beta Testing and Validation

01

The rubric (Weaver et al., 2026a) was 
used with transcripts produced from the 
test files to refine categories and levels

02

Beta testing from three test files and 
webinars from an accessibility symposium



Establishing a Test Corpus

When licensing uncertainty impacted our timeline we pivoted to:

01
Archival Materials
Institutional archival materials selected to build 
a reliable and compliant foundation for testing.

02
Open Resources
Open educational resources licensed for 
reuse, supplemented with additional author 
permissions.



Accessibility Considerations

What a transcript needs to meet accessibility standards

1
Word-for-word accuracy

Transcripts must match the audio exactly, with correct 
punctuation and case style.

2
Consistent sound labelling

Consistent labelling or omission of utterances, music, 
ambient sounds 

3
Accurate timestamps

Timestamps are essential and have to line up correctly with 
the audio.

4
Readable line length

Best practice is no more than two lines of text before a line 
break.

5
Speaker identification

Speaker notation is essential for multi-speaker materials



Technical Considerations



What We Built

Six custom 
components

Together, these are what make it 
possible to run transcription as a 
service across multiple institutions.

1 Automated file intake   A background process detects new audio or video files and 
waits for each upload to complete before processing.

2 Per-institution configuration   Each institution has its own settings file for 
language, model and quality options.

3 Language detection   If no language is specified, the system identifies it from the first 
30 seconds of audio or video files.

4 Nine output formats   Five are produced by Whisper. Four more (TTML, SCC, SAMI, 
RealText) are converted or built separately.

5 Error handling and recovery   Failed files are logged and skipped on future runs. 
Files are moved through a temporary name to prevent data loss.

6 Automated reporting   An email report is sent after each file with the status, 
processing time and parameters.



Processing Pipeline

What happens inside the system after a file is uploaded

1
Upload

File arrives in the 
institution's input 
folder via Globus.

›

2
Stability check

The system waits 
until the upload is 

fully complete.

›

3
Configuration

The institution's 
options.txt is read 

to load the settings 
for this file.

›

4
Language 
detection

If set to "auto", the 
language is 

identified from the 
first 30 seconds.

›

5
Transcription

Whisper runs on 
the GPU and 

produces 
timestamped text.

›

6
Output and 

delivery

The transcript is 
written in nine 
formats and an 
email report is 

sent.

On failure:  the file is moved back to the input folder and recorded, so it is not retried repeatedly.



Infrastructure

The hardware and services required to run the system

GPU server

Whisper large-v3 needs an NVIDIA GPU with CUDA. 
Running in fp16 means an hour of audio can be processed in 
minutes rather than hours. The model weights alone are 
several gigabytes.

Container

The application is packaged as a container image with all 
dependencies pinned, including PyTorch, ffmpeg and the 
caption libraries. It behaves the same every time it is 
deployed.

Shared storage

A network-mounted directory (/mnt/temp-globus) holds each 
institution's input and output folders. The container accesses 
it through a volume mount.

External services

Globus provides the secure transfer endpoint for uploads. An 
SMTP relay (smtp.library.utoronto.ca) sends a report after 
each job.



System Architecture

How uploads, processing, deployment, and notifications connect across the service

USER Globus
(server) Disk

Email Server
(server)

NFS Server
(server)

GitLab
(server)

Container Registry

GPU Server (H100)

Docker Container

SCRIPT.py

Published image

GitLab CI/CD pushes

email report to user

mounted



Per-Institution Configuration

One deployment serves all institutions. Behaviour is controlled through a settings file.

uoft / options.txt

language: auto

model: large-v3

temperature: None

gpu: False

translate: False

If a line is left out, the system uses its default value.

• Each institution has its own options.txt. Changing one 
institution's settings does not affect the others.

• It uses a simple "key: value" format covering language, 
model, temperature, GPU usage and translation.

• Every value is validated. If an entry is invalid or 
missing, the system logs a warning and uses the 
default instead.

• If the file is missing entirely, the system uses a full set 
of defaults.



Key Parameters

The settings that have the most impact on transcription quality

Model and Language

Model: large-v3
The most accurate Whisper model. 
Slower and heavier, but clearly better 
output.

Language: auto or fixed
"Auto" detects from the first 30 seconds. 
Choosing a specific language avoids 
detection errors.

Translation
Can translate speech into English. Off by 
default, enabled per institution.

Decoding Strategy

beam_size = 5, best_of = 5
Generates several candidate 
transcriptions and keeps the best-scoring 
one.

patience = 1.0
How long the search continues before 
settling on a result.

temperature: 0.0 to 0.6
Starts deterministic and only adds 
randomness if output quality drops.

Output Quality

no_speech_threshold = 0.3
Drops segments that are almost certainly 
silence, avoiding invented text.

condition_on_previous_text = False
Each segment is independent, so one 
bad segment won't affect the rest.

initial_prompt
Tells Whisper to use proper punctuation 
and capitalization. A French version is 
used when the language is French.



Output Formats

What the system produces from each transcription

Generated directly by Whisper

TXT JSON SRT VTT TSV

Additional caption and subtitle formats

TTML SAMI SCC RT

Why nine formats?
Video players, lecture capture platforms and accessibility tools each require specific formats. Producing all of them from one transcription means the output is 
usable immediately without manual conversion.

How they are generated
TXT, JSON, SRT, VTT and TSV are written directly by Whisper. TTML and SCC are converted from SRT using the libraries pysubs2 and pycaption. SAMI and 
RealText required custom generators because no existing library produced the format the institutions needed.



Failure Handling

What happens when a file cannot be processed

Transcription fails
A file cannot be processed. ›

Returned to input
It is moved back to the institution's 

input folder.
›

Signature recorded
Its size, modification time and 

inode are saved.

On every future scan, the current file is compared against that signature:

File unchanged  →  Skipped

The signature still matches, so the file is skipped. This 
prevents an endless retry loop on a file that keeps 
failing.

File replaced  →  Reprocessed

A new upload changes the signature, so the corrected 
file is picked up and transcribed automatically.



Research & Design Process 

The research and design process 

1 Bash  →  Python
Maintainability and Feature Development

Started as a Bash script calling the Whisper CLI. Moving it to Python made it easier 
to maintain and add features.

2 No UI  →  Globus
User-friendly and Secure

Originally there was no user interface. Globus provided institutions with a secure and 
user-friendly medium to upload and retrieve files.

3 CPU  →  GPU
Hardware 

Processing on CPU was slow and limited to smaller models. A dedicated GPU made 
it possible to run large-v3 and cut processing time significantly.



Key Lessons

What we learned from building and running this system

1 Configuration
No single configuration works best for every audio 
scenario.

2 Language
Predefined language settings are often more stable 
than auto-detection when the language is known.

3 Model size
Larger models can improve accuracy, but they 
require more time and compute.

4 Readability
Readable outputs depend on formatting and 
timestamps, not just transcription accuracy.

5 Audio and workflow
Audio quality, background noise, and workflow 
design strongly affect final results.

6 End-to-end
Real-world performance depends on both model 
tuning and end-to-end automation.



Testing Additional Models



Expanding the Pool



Future Assessment
The workflow will likely require 

future assessment of other 
speech-to-text AI tools as 

technology continues to evolve.



Library Standards
We worked to test our process 
against other common models 
currently utilized within diverse 

library environments.



Model Selection
We selected 2 proprietary and 2 

open source models identified in a 
survey conducted by the AI4LAM 
speech-to-text interest group for 

comparison.



Proprietary Models

AssemblyAI

Native features
Browser-based playground with richer native 
transcription features.

Advanced options
Variety of advanced options such as speaker 
diarization, redaction, and code-switching.

Data and limits
Sent to third-party servers; free tier capped by file size 
and rate limits.

Deepgram

Customizable API
Highly customizable API with an accessible UI. 

Team fit
Lower barrier for non-technical teams to adopt.

Data and gaps
Same data sovereignty concerns; no native multilingual 
translation.



Open Source Models

Canary

Speed
Runs locally and faster than Whisper.

Formatting
Built-in punctuation and capitalization out of the box.

Limits
English only; needs chunking and .WAV/.FLAC 
conversion; no multilingual translation.

Granite

Language coverage
Runs locally with broad support across five languages.

French quality
Lags Whisper: prompt bleed, noun errors, and repeated 
phrases.

Workaround
Requires chunking with VAD for longer files. French 
output remains less stable than Whisper



What We Learned



Service Improvement Potential


Remediation Time
Whisper significantly reduced 
transcription remediation time 
(from days to hours).


Accuracy Levels
The fine-tuned model is particularly 
high on accuracy levels.


Local Infrastructure
Locally hosted infrastructure for a 
consortial environment provides 
at-scale accessibility support tools.



Outstanding Considerations


Human-in-the-Loop
Gaps in multilingual performance, 
speaker identification, and 
transcription conventions require 
ongoing human review, ensuring 
human-in-the-loop processes.


Governance & Rights
Copyright, licensing, and data 
retention require clear governance 
and rights management processes.


Process Documentation
Clear documentation of 
processes.
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Questions?




