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A modern take on document review.

Today’s session

● About systematic reviews
● AI in systematic reviews
● Active learning and classifiers in eligibility screening
● LLMs for screening and data extraction
● Current guidelines and recommendations
● Prompt design and tool selection
● How we have used Sysrev and LLMs at CMU
● About Sysrev
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What is a systematic review?

A systematic literature review is a structured approach to aggregating and analyzing  
previously published works on a particular topic.

Other types of structured reviews include scoping reviews, systematic maps, and more. 
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What makes a systematic review different?

● Used for real-world decision 
making, policy making, patient 
care, social program design, etc.

● Aims to be comprehensive and 
rigorous

● Aims to minimize bias 
● Transparency and reproducibility 

is key
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The role of the librarian

● Supporting or conducting 

searches

● Reporting and writing of 

search methods

● Methodological advice

● Access to and training on 

tools and software 

Image by Mohamed Hassan from Pixabay
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The need for AI in systematic review

● Need for rigor, 
transparency and 
comprehensiveness

● Overwhelming volumes 
of literature leading to 
even longer time to 
completion

● AI can improve efficiency 
Image from: Bornmann et al. 2021
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A brief history of AI in evidence synthesis
AI in evidence synthesis and meta-analysis is not new but recent advances 

vastly improve speed and scalability.

Adapted from Noel-Storr 2025.
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Recent advancements are changing the way we do things

Top picks for keeping up and learning more:

● Aaron Tay’s Musings about Librarianship Substack and YouTube 

channel 

● Farhad Shokraneh on Medium.com and YouTube 

● Recent NNLM Health Bytes webinar with Margaret Foster and team 

● The joint work of Cochrane, Campbell, JBI and CEE: RAISE 

recommendations and recent position statement

https://aarontay.substack.com/
https://www.youtube.com/@AaronTay
https://www.youtube.com/@AaronTay
https://farhadinfo.medium.com/
https://www.youtube.com/@SystematicReview
https://youtu.be/im_BtqIgPMs
https://osf.io/fwaud/overview
https://osf.io/fwaud/overview
https://doi.org/10.11124/jbies-25-00480
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Does it makes sense in your review?

Are the tradeoffs worth it?  

Is there sufficient time savings (and 
perhaps improvements in accuracy) 
to warrant:

● potential environmental impacts
● risks of algorithmic bias 
● potential use of protected 

materials by commercial models

Image generated by Gemini 2.5 Flash.
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Four ways AI/ML can support screening and data extraction

1. Active learning in screening
2. Machine learning classifiers (mainly RCT)
3. LLMs for screening
4. LLMs for data extraction 
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1. Use of Active ML in screening 

Also referred to as ‘prioritized screening’.

As reviewers make decisions, a machine 
learning model is trained to learn what is 
relevant and what is irrelevant.

Used in one of three ways:

1. Speed up screening
2. Replace one human screener
3. Bulk exclude records once model is 

sufficiently trained

Image generated by Gemini 2.5 Flash.
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Use of Active ML in screening (aka prioritized screening)

Well established and built into 

many screening tools.

Still requires a fair amount of 

human screening.

Debates remain around how to 

decide when to stop screening.

Image generated by Gemini 2.5 Flash.
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For an overview of stopping criteria approaches

Most common methods:

Heuristic: predetermined simple rule

Recall-based: statistically determining 

when enough relevant studies have 

been identified 

The key is planning ahead!
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2. Machine Learning Classifiers

Image generated by Gemini 2.5 Flash.

● Most commonly used and well 

validated: Cochrane’s RCT Classifier 

(Thomas et al. 2021)

● Trained on hundreds of thousands 

of human-labeled articles

● Built in to some screening platforms 

like Covidence

● Limited use for non-RCT reviews
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LLMs show promise for some steps but not others

Figure 3: Bubble chart visualizing primary study design (green color: validation studies, grey color: other study designs) and authors’ overall categorized 
conclusion (y-axis) of each SR step (x-axis) (Lieberum, J.-L., et al. 2025) 
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3. LLM automation of screening 

LLM Testing and 
Validation

LLM Deployment

Include Exclude

We are screening studies (titles and abstracts) 
for a systematic review on digital applications 
for promoting children’s security when using the 
internet. Please assess the relevance of each 
study based on the following criteria:

1. Study Design: Is this an empirical study? We 
are including qualitative, quantitative and mixed 
methods studies.
2. Target population…..

If a study meets all three criteria, choose Yes to 
include. If there is insufficient information in the 
title and abstract to make a decision about any 
of these criteria, choose Yes to include. If any of 
the criteria are clearly not met, choose No to 
exclude the study.

Context

Criteria

Instructions
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LLM automation of screening 

● GPT-4o in title/abstract screening
● Developed and tested an LLM prompt achieving 100% recall and 

applied in an update in the living systematic review

● Prompt development required 1045 records and was applied to 
remaining 11 939 records and two updates

● Estimated workload reductions of 65-85%

Homiar, A. et al. (2025). Development and evaluation of prompts for a large language model to screen 
titles and abstracts in a living systematic review. BMJ Mental Health, 28(1). 
https://doi.org/10.1136/bmjment-2025-301762 

https://doi.org/10.1136/bmjment-2025-301762
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Considerations for LLM automation of screening 

● High inter-rater reliability: Human screening should be consistent and 
criteria should be clear

● Missing and short abstracts: Must be manually screened
● Thresholds for performance: Consider accuracy, recall, specificity and 

precision. What is your tolerance for missed articles?
● Consistency: Between runs of the same prompt on the same records, 

how consistent are answers? 
● Data contamination: Might the model’s training data contain your test 

and validation data?
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4. LLM semi-automation of data extraction

● Too time-intensive to 
sufficiently test and validate 
prompts for an AI-only 
approach.

● Recommend an AI-assisted, 
human-in-the-loop approach 
instead.

Prompt design

LLM Deployment Human checking
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● Used ClaudePro
● Six systematic reviews in healthcare interventions
● 9,341 data elements, extracted from 63 studies

LLM semi-automation of data extraction

● AI-assisted approach had fewer incorrect extractions (9.0% vs. 
11.0%)

● A median time savings of 41 minutes per study

Gartlehner, G. et al (2025). AI-Assisted Data Extraction with a Large Language Model: A Study Within 
Reviews (p. 2025.03.20.25324350). medRxiv. https://doi.org/10.1101/2025.03.20.25324350  

https://doi.org/10.1101/2025.03.20.25324350
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Considerations for LLM data extraction
  

● Hallucinations: data extraction errors, especially when 
information is missing from articles

● PDF readability: PDFs must be machine readable
● Data in figures and tables: Is there hard-to-extract data in your 

PDFs?
● Licensing restrictions: Often restrictions on the use of 

copyrighted material with large language models (need to 
disallow model training)
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What are the current recommendations for using AI?

● Refers to AI broadly

● AI can be used if it can be 

demonstrated that rigor isn’t 

compromised

● AI with human oversight

● Transparent reporting

● Justifiable use

● Adherence to RAISE
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Responsible AI in Evidence Synthesis (RAISE) Guidance

RAISE 1: Recommendations for practice

RAISE 2: Building and evaluating AI evidence synthesis tools

RAISE 3: Selecting and using AI evidence synthesis tools

Available on Open Science Framework: https://osf.io/fwaud/overview 

https://osf.io/fwaud/overview
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What is in the RAISE recommendations?

● Responsibilities of different key actors 

in the evidence synthesis ecosystem

● Methods for developing, testing and 
validating AI tools including key 

performance measures

● Recommendations for reporting the 
development and use of AI tools

● Guidance for selecting AI tools, 

including ethical and legal 

considerations
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Practical considerations: Prompt design matters

● Numerous prompting frameworks 

and best practices exist

● Prompt methods include:
○ Zero vs few-shot (i.e. providing no 

or some examples)

○ Reasoning approaches like 

chain-of-thought

○ Decomposed prompting 

● Model choice can make a difference
Lo (2023)
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Practical considerations: Prompt design matters

Many great Libguides and library resources, for 
example, from Breda University of Applied 
Sciences

Some more technical references in an ES related 
context:

Nori, H., et al. (2023). Can Generalist Foundation Models 
Outcompete Special-Purpose Tuning? Case Study in Medicine 
(No. arXiv:2311.16452). arXiv. 
https://doi.org/10.48550/arXiv.2311.16452 

Cao, C., et al. (2025). Development of Prompt Templates for 
Large Language Model-Driven Screening in Systematic 
Reviews. Annals of Internal Medicine, 178(3), 389–401. 
https://doi.org/10.7326/ANNALS-24-02189 

https://buas.libguides.com/c.php?g=720545&p=5229460
https://buas.libguides.com/c.php?g=720545&p=5229460
https://doi.org/10.48550/arXiv.2311.16452
https://doi.org/10.7326/ANNALS-24-02189
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Three main logistical approaches for LLM use

1. Using a chatbot UI directly

2. Using an API (or local model) in 

a programming environment

3. Using a built-for-purpose tool 

like Sysrev
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Why we use Sysrev

● Provides an adaptable 
framework for non-traditional 
review workflows and other 
types of meta-research

● Supports open science practice 
through easy sharing and reuse 
of review data

● Complete data export and API 
for interoperability with other 
software tools 
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Sysrev supports many AI-assisted workflows

● Flexible active learning feature 
that allows for many prioritized 
screening workflows and 
stopping rule implementations

● Sysrev’s Auto-labeler leverages 
LLM technology with human 
oversight

● Public projects add 
transparency to the 
implementation of AI workflows
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An example: LLM screening of citation searching results in 
a rapid review on child online safety

Citation searching can add a considerable screening 

burden with no clear guidelines for improving efficiency.

A generative AI approach may make sense in this context:

● Considered a low-stakes application as this is a 

supplemental searching method

● Likely many irrelevant records that can be easily 

identified and excluded by a large language model 

(LLM)
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An example: LLM screening of citation searching results in 
a rapid review on child online safety

❏ Minimal impact to rigor or integrity of review

❏ Justifiable use to increase speed to publication of 

policy-relevant rapid review

❏ AI with human oversight

❏ Transparently reported 
In collaboration with:
● Haoyong Lan, CMU Libraries
● Edith Luhanga, CMU Africa
● Jema Ndibwile, CMU Africa
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LLM screening workflow implemented in Sysrev
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Step 1. LLM Testing
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Step 1. LLM Testing

● Label description 
serves as prompt for 
LLM

● Auto-labeler can run 
on title/abstracts 
only or full text PDF 
attachments

● Choose your model 
from OpenAI’s 
GPT-4o or Gemini 
2.5 Flash
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Step 1. LLM Testing

● Auto-label report 
allows easy analysis 
of LLM performance 
against human 
reviewer answers
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Step 2. LLM Screening

● Instructing the LLM to 
provide a relevancy 
score instead of a simple 
yes/no answer provides 
a more sensitive and 
nuanced approach 
(adapted from Sandner 
et al. 2024)

● Categorical labels in 
Sysrev make this 
approach easy to 
implement
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Step 2. LLM Screening

We ran this on 923 articles 
from citation searching and 
were able to confidently 
exclude 799 saving hours of 
reviewer time.

To explore this project and 
find detailed information 
about the process:

https://www.sysrev.com/o/
1605/p/215266 

https://www.sysrev.com/o/1605/p/215266
https://www.sysrev.com/o/1605/p/215266
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LLMs for complex data extraction

With Group Labels, 
LLMs can be used to 
extract complex tables 
from the literature.

Data provenance + 
Prefilled Answers allow 
for targeted, 
human-in-the-loop 
verification
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Literature reviews are evolving

● Every discipline conducts literature reviews

● Not all reviews are systematic reviews

● Not all documents are research publications

● Analysis yearns for dense, complex data

● Screen & characterize → Sort & extract

Modern platforms must enable all types of 

literature review, from high-level analysis to 

detailed and nuanced data generation.

https://www.sysrev.com/u/151960/p/255295
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● LLMs are powerful tools

● Evidence synthesis requires 

traceability

● Analysis requires standardized 

data

Modern platforms must enable 

researchers to use LLMs while 

maintaining transparency, rigor, and 

auditability

LLMs can produce article specific data without coding 
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And without breaking the bank

● LLMs have drastically reduced in price

● The largest direct cost for software is 

cloud/storage

● Open science mandates equity of access

Modern platforms must enable modern 

research at affordable pricing that scales with 

actual costs.
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Next Sysrev Monthly Webinar

● When: Tuesday December 2nd at 1pm EST.

● What: Sysrev overview and basics

● Topics: 

○ Project & label creation

○ Review, filter, & filtered review

○ Analytics

○ Auto-labeler overview

● Register here 

https://us06web.zoom.us/meeting/register/wSggGKOKQ52VGZQrKnAfqA


Keynote speaker

Neal Haddaway is an 
interdisciplinary researcher 
specializing in 
environmental and social 
policy. He has led 
international collaborations, 
developed widely used tools, 
and taught evidence 
synthesis methods 
worldwide.

Join us for an evidence synthesis methods webinar series 
with Neal Haddaway.

A                                                   webinar series

This 3-part series will provide practical solutions to 
conducting rigorous evidence syntheses on complex questions 
amid growing research volumes.

Open Science & Evidence Synthesis 
October 23, 15:00 UTC

Framing the Research Question & Managing Search Volumes 
November 24, 16:00 UTC

Adaptive Approaches to Reviewing Evidence & Diverse Workflows 
December 11, 16:00 UTC
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Join us for upcoming webinars in the series

Framing the Research Question & 
Managing Search Volumes 
November 24, 16:00 UTC
https://bit.ly/4o5yIH7  

Adaptive Approaches to Reviewing 
Evidence & Diverse Workflows 
December 11, 16:00 UTC
https://bit.ly/4o3k17p  

https://bit.ly/4qmhp6v

https://bit.ly/4o5yIH7
https://bit.ly/4o3k17p
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Learn more about Sysrev 

● Sysrev Knowledge Base: help.sysrev.com/en 
● Sysrev YouTube Channel: www.youtube.com/@SysRev 
● Connect with Sysrev on LinkedIn for news and updates: 

www.linkedin.com/company/sysrev/ 
● Sign up for the Sysrev monthly e-newsletter: 

https://bit.ly/sysrev-newsletter 

https://help.sysrev.com/en
https://www.youtube.com/@SysRev
https://www.linkedin.com/company/sysrev/
https://bit.ly/sysrev-newsletter
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